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1 Introduction

The canonical model of optimal portfolio choice by a rational investor assumes
that the investor maximizes utility of terminal wealth. The investor obtains termi-
nal wealth by allocating current wealth to a portfolio of assets and then earning
the portfolio return. This is also known as the “static” or “single-period” portfo-
lio problem. In this context, linear-quadratic utility and power utility are the two
most commonly used utility functions.

We propose a simple and reliable numerical optimization routine for the max-
imization of power utility over a sample of observed returns. Power utility com-
prises the class of utility functions with constant relative risk aversion. There is
no analytical solution to this problem. Our algorithm finds the unique optimum
that satisfies nonnegativity of wealth. Generic numerical maximization routines
frequently converge to any of the large number of false local optima. The port-
folio weights generated by the generic solutions have no obvious defects. Only
careful checking of the evolution of wealth would reveal negative wealth in some
periods.

There is a large number of papers that numerically maximize power utility
over a sample of observed returns. A short list of examples includes Grauer
and Hakansson (1987), Algoet and Cover (1988), Cover (1991), Brandt (1999),
Barberis (2000), Aıt-Sahalia and Brandt (2001), Hentschel, Kang, and Long (2002),
and Hentschel and Long (2004).

The remainder of the paper proceeds as follows. Section 2 describes the
problem and our solution. Section 3 concludes.

2 Numerical Optimization of Power Utility

A standard problem in portfolio choice is to find the portfolio weights ω that
maximize the investor’s power utility of terminal wealth, Et(Wt+1). The investor
generates terminal wealth Wt+1 by allocating his current wealth Wt across N + 1
assets whose gross returns between time t and t + 1 are Ri,t+1.

A common version of this problem lets the investor allocate his wealth to
a risk-free asset and a single risky asset, often a broad market index. We first
analyze this problem in detail before returning to the more general case with
more than two assets.

The mathematical statement of the portfolio problem with two assets is

max
ω

Et


(

Rf ,t+1 + ω(Rt+1 − Rf ,t+1)
)1−γ

− 1

1 − γ

 , (1)

where Rf ,t+1 is the gross return on the risk-free asset and Rt+1 is the gross return
on the risky asset. Writing the problem this way directly enforces the constraint
that all portfolio positions add to 1.

The first-order conditions for this problem are

Et

[
(Rt+1 − Rf ,t+1)

(
Rf ,t+1 + ω(Rt+1 − Rf ,t+1)

)−γ
]

= 0, (2)
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which do not have an anlytical solution.
Analytical first and second derivatives of the utility function are available,

however. Hence, the Newton–Raphson method is the most efficient generic nu-
merical search for the optimum. The Newton–Raphson method iteratively up-
dates the portfolio weights using the rule

ω(i + 1) = ω(i) − g
(
ω(i)

)
H

(
ω(i)

) , (3)

where

g
(
ω(i)

)
= Et

[
(Rt+1 − Rf ,t+1)

(
Rf ,t+1 + ω(i)(Rt+1 − Rf ,t+1)

)−γ
]

(4)

is the gradient evaluated at the current portfolio weight ω(i) and

H
(
ω(i)

)
= −γEt

[
(Rt+1 − Rf ,t+1)2

(
Rf ,t+1 + ω(i)(Rt+1 − Rf ,t+1)

)−(1+γ)
]

(5)

is the second derivative of the utility function evaluated at the current portfolio
weight.

Although there are several variations on the Newton–Raphson method, these
alternatives tend to focus on reducing the computational burden of numerically
approxmiating the second derivative. These alternative methods are not espe-
cially attractive here because we have analytical second derivatives. Moreover,
the problems we will describe next originate in the utility function and its first
derivative, not the second derivative. Hence, alternative numerical methods that
employ different methods for numerical approximations to the second deriva-
tives are not immune to these problems.

The first indication of a problem is the fact that the first derivative has asymp-
totes and is not continuous. As we vary ω, we encounter points where

ω = − Rf ,t+1

Rt+1 − Rf ,t+1
, (6)

so that g(ω) = ±∞. If there is a discrete set of T unique possible outcomes
{Rt+1, Rf ,t+1}, then there are T discontinuities in the first derivative. Note that
these asymptotes do not depend on the level of risk aversion, γ. Since the deriva-
tive switches from positive infinity to negative infinity as we cross these asymp-
totes, the utility function itself is also discontinuous at these points.

For odd integer values of γ, there is a local optimum between any two discon-
tinuties in the gradient. Although the utility function is well defined for all real
positive values of γ, odd integers are very common choices for γ. Most empiri-
cal applications that don’t estimate γ choose integer values of γ for illustrative
purposes. The log case with γ = 1 plays two important special roles. In inter-
national finance, the log-optimal portfolio of all assets is the common portfolio
held by all investors regardless of residence. (See Adler and Dumas 1983, for
example.) In the context of stochastic discount factors, Long (1990) shows that
the inverse gross return on the log-optimal portfolio is a legitimate stochastic
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discount factor in the sense of Ross (1978). As a result, a reasonable guess is
that odd integer values of γ comprise half or more of all empirical applications
of the power utility function in which γ is not estimated. In other words, in many
or most practical situations we have to deal with false local optima.

If γ ∈ {1, 3, 5, . . .}, then the first derivative crosses zero between any two
discontinuities. Starting from any disontinuity, ω = −Rf ,t+1

/
(Rt+1 − Rf ,t+1), if

we increase ω by a small positive amount θ, the gradient is

g
(

− Rf ,t+1
/

(Rt+1 − Rf ,t+1) + θ
)

≈ 1
T

1
θγ (Rt+1 − Rf ,t+1)(1−γ) (7)

because this term dominates the expectation. For odd integer values of γ, this
is positive for all excess returns. For notational convenience, assume that, by
increasing ω, we next encounter a discontinuity at ω = −Rf ,t+2

/
(Rt+1 − Rf ,t+2).

By subtracting a small positive amount θ from the portfolio weight at this next
discontinuity, we find that

g
(

− Rf ,t+2
/

(Rt+2 − Rf ,t+2) − θ
)

≈ − 1
T

1
θγ (Rt+2 − Rf ,t+2)(1−γ), (8)

which is negative for all excess returns. Hence, starting from any discontinuity,
increasing ω leads to a positive gradient. As we increase ω further, the gradient
is negative just before we reach the next discontinuity. By definition, g(·) is
continuous between discontinuities and must be zero at some intermediate value
of ω. Since the second derivative is negative everywhere, each of these zero
gradients corresponds to a local optimum.

In other words, any numerical search for the optimum portfolio weights of a
power-utility investor has to contend with a large number of false local optima.
In fact, at most one of these local optima has the property that the portfolio
gross returns are positive. At all other local optima, the portfolio experiences
negative gross returns in at least one of the outcomes. Any risk-averse investor
would be willing to sacrifice all his wealth in order to avoid such a portfolio. If
the investor has access to an asset with limited liability, these local optima are
inferior to placing the entire wealth into the limited liability asset.

Figure 2 illustrates that widely used financial data produce a large number of
false local optima for plausible portfolio positions. The top panel of the figure
shows power utility for portfolios consisting of the crsp value-weighted index
and a riskless asset with a constant return of 3.9%. (The average yield on 3-month
Treasury bills observed at year-end during the 1926 to 2003 period is 3.9%.) The
utility varies with the fraction ω of the portfolio allocated to the risky asset. The
constant-weight portfolio that is ex post optimal places 62% of the investor’s
wealth into the risky index and borrows 38% of the investor’s wealth. There
are 56 additional false local optima in the range of portfolio weights shown in
figure 2. The middle panel shows that the utility gradient is zero at each of these
false local optima. Although the second derivative is not shown, it is negative
everywhere for odd integer values of γ, so that the second-order conditions are
satisfied at all of the false local maxima.
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Figure 2: Power Utility with Risk Aversion of 3

The figure shows the power utility from investing a fraction ω in the crsp value-weighted index
and a fraction (1 − ω) in a riskless asset with annual return of 3.9 percent. The top panel shows
the utility, U ; the middle panel shows the derivative of utility with respect to ω, U ′; the bottom
panel shows the number of negative gross return on the portfolio.
The crsp value-weighted returns are annual returns including dividends from 1926 to 2003.

If a numerical search converged at any of the false local maxima, there would
be no indication of a problem, except that at least one portfolio gross return is
negative. If we start with an ω such that all returns are positive, increasing or
decreasing ω eventually leads to an asymptote. At this asymptote, one portfo-
lio return is zero. If we continue changing ω in the same direction, this return
becomes negative since the portfolio return for each possible outcome is con-
tinuous and monotonic in ω. The bottom panel of figure 2 shows that there
is at least one negative portfolio return for all portfolios ω outside the interval
containing the global optimum.

The false local maximum with highest utility occurs at ω = 2.39. There is
no a priori reason why an investor with low risk aversion of γ = 3 would not
assume such leverage. Of course, how closely spaced these false local optima
are depends entirely on the data used during the optimization. If it is possible to
produce large portfolio returns with modest weights, then the false local optima
tend to be closely spaced. This is true, because the false false local optima first
occur when excess returns take on negative values. If this can be achieved with
small portfolio weights, the false local optima will occur at portfolio weights that
are similar to the weights at the true optimum. In this example with a single risky
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asset, this would occur if there are several periods with large excess returns of
either sign. In cases with more than one asset, the false local optima can also
be close to the true optimum if there are many highly correlated returns. In this
case too, we can construct large excess returns with modest portfolio weights.

A striking fact, obscured by the vertical scale of the utility plot but immedi-
ately implied by the negative gross return, is that the investor would be willing
to give up all of his wealth to avoid even the best false local optimum. As a result,
utility comparisons across false local optima produce meaningless results, yet
the numbers might be economically plausible.

For even integer values of γ, the utility function and its gradient are also
discontinuous. But the gradient is positive on one side of the true optimum and
negative on the other. As a result, many generic optimization routines should
find the true optimum.

Figure 3 illustrates that finding the global optimum is slightly less difficult for
power utility functions with even risk aversion. The figure uses γ = 2. Although
a standard numerical search might have difficulty finding the appropriate region
for ω if it does not start there, it will not generally converge at false local optima.
The first derivative approaches zero at several points, but equals zero only at the
true optimum. Only relatively loose convergence criteria for the gradient might
produce convergence at a false local optimum. In the unlikely event that the nu-
merical search verifies the second-order conditions at the point of convergence,
the user would discover that convergence occured at a saddle point. For even
integer values of γ, power utility has a positive second derivative everywhere
except near the true optimum.

For non-integer values of γ, the utiltity function and its gradient are complex-
valued when gross portfolio returns are negative. Most numerical searches will
fail under these conditions. If we start the search in the region where gross
portfolio returns are positive, most optimization methods converge at the true
optimum.

As a final example, we show that problems with many false local optima are
likely to be even worse with multiple risky assets. Figure 4 shows the asymptotes
for power utility over 3 assets. The investor is given access to a riskless return of
3.9% per year and two crsp size decile portfolios, the 5th 10th. The 10th decile
contains the largest firms. The returns are annual from 1926 to 2003. The figure
shows the portfolio weights on the 5th decile portfolio, ω1, and the 10th decile
portfolio, ω2. The weight on the riskless asset is 1 − ω1 − ω2. For odd integer
values of γ, each of the polygons in the figure contains a local maximum for the
power utility function. Inside the larger polygons, the figure also shows level
curves of the objective function. For 3 assets with T possible outcomes, there
generally are

(
(T − 2)2 + (T − 2)

)
/2 interior polygons. For the 78 annual returns

used to create the figure, there are 2,926 such polygons with local maxima. For
an investor with risk aversion γ = 3, the true optimum is marked with an x.

Convergence at false local optima may have contributed to the extreme volatil-
ity of the numeraire portfolio returns estimated by Farnsworth, Ferson, Jackson,
and Todd (2002).
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Figure 3: Power Utility with Risk Aversion of 2

The figure shows the power utility from investing a fraction ω in the crsp value-weighted index
and a fraction (1 − ω) in a riskless asset with annual return of 3.9 percent. The top panel shows
the utility, U ; the middle panel shows the derivative of utility with respect to ω, U ′; the bottom
panel shows the number of negative gross return on the portfolio.
The crsp value-weighted returns are annual returns including dividends from 1926 to 2003.

3 Augmenting the Utility Function

Motivated by the problems described in the previous section, we now develop
an algorithm that finds constant portfolio weights that maximize power utility
in sample. These portfolios produce non-negative wealth by construction.

Problems with negative wealth and undefined utility can occur because, for
integer values of γ (including the special case of log-utility, γ = 1), the prob-
lem presumes but does not enforce nonnegative gross returns at the “optimal”
portfolio weights ω.

One natural strategy for dealing with this problem is to bound the search to
stay inside the region for which all portfolio gross returns are non-negative. If
this can be done, it leads to the true global optimum. Unfortunately, finding the
region for which this is true is not a simple task.

Instead of bounding the search, we redefine the objective function to have a
continuous and monotonic gradient. In the vicinity of the true optimum, however,
we leave the objective function and its gradient unchanged. We accomplish this
by smoothly pasting a quadratic extension to the power utility function at a point
ε > 0. The augmented utility function over the gross portfolio return x = ω′R
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Figure 4: Power Utility with Risk Aversion of 3

The figure shows the asymptotes of the power utility function for 3 assets. For odd integer values
of risk aversion, each of the polygons bounded by the asymptotes contains a local optimum for
the power utility function. These cells do not depend on risk aversion. In many of cells, level
curves indicate the shape of the local optima.
The investor is given the opportunity to invest in a riskless asset with annual return of 3.9 percent
and two of the crsp decile portfolios, the 5th and 10th. (The 10th decile contains the larges
firms.) Portfolio weight ω1 is for the 5th decile, ω2 is for the 10th decile. The weight on the
riskless asset is implied as 1 − ω1 − ω2. The crsp portfolio returns are annual returns including
dividends from 1926 to 2003.
The true optimum for an investor with risk aversion of 3 is marked with an x. The ex post optimal
portfolio with constant weights for this investor places 38% into the riskless asset, 34% into the
5th decile portfolio and 19% into the 10th decile portfolio.

is

f (x, γ; ε) =


x(1−γ) − 1

1 − γ
if x ≥ ε

ε(1−γ) − 1
1 − γ

+
[(

x
ε

− 1
)

− γ
2

(
x
ε

− 1
)2

]
ε(1−γ) if x < ε.

(9)

For γ = 1, this specializes to the log case

f (x, 1; ε) =

 ln(x) if x ≥ ε

ln(ε) +
(

x
ε

− 1
)

− 1
2

(
x
ε

− 1
)2

if x < ε.
(10)

In the limit, as ε approaches 0, f (x, γ; ε) approaches the true power utility func-
tion everywhere.
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Figure 5: Augmented Power Utility

The figure plots the quadratic extensions to the power utility function for two values of the
contact point: the dotted line is f (x, 2; 0.02) and the dashed line is f (x, 2; 0.001). The solid line
shows the true power utility function for comparison. All three functions use γ = 3. The smooth
pasting points, where the quadratic extensions join the power utility function, are marked by
circles.

The quadratic extension implies that f (ω′Rt+1, γ; ε) is continuous and mono-
tonically increasing for all real returns, even negative ones. This change has two
effects: First, the function penalizes negative gross returns in a transparent man-
ner. Second, the function’s gradient is continuous and monotonic in the portfolio
weights. As a result, standard unconstrained numerical optimization techniques,
like the Newton–Raphson method, readily converge to the true optimum.

This technique is related to penalty method optimization techniques (see Lu-
enberger 1984, for example). Penalty methods add a penalty term when the op-
timization violates restrictions that are difficult to impose analytically. Instead,
we replace the objective function in the region where the true objective function
is not defined.

Figure 5 shows two examples of the augmented power utility function: the
dotted line plots f (x, 2; 0.10) and the dashed line plots f (x, 2; 0.05). The solid
line plots the true power utility for comparison. All three functions use γ =
2. The figure uses large values of ε for clarity. Much smaller values are more
effective in practice.

We pick a starting value ε0 to perform an initial graft. If the estimation finds
a solution with positive gross returns and ω′Rt > ε0, then we have found a true
solution. If the candidate portfolio weights produce negative gross returns or
ω′Rt < ε0 at some t, then we choose a new ε1 < ε0 and repeat the estimation.
We perform this step since f (x, γ; ε0) >

(
x(1−γ) − 1

)/(
1 − γ

)
for 0 < x < ε0 and

∂g/∂ε > 0. If necessary, we choose successively smaller values of ε in subsequent
estimations.

xx clarify last sentence.
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Figure 6: Augmented Power Utility with Risk Aversion of 3

The figure shows the augmented power utility from investing a fraction ω in the crsp value-
weighted index and a fraction (1 − ω) in a riskless asset with annual return of 3.9 percent. A
quadratic extension is pasted to the power utility function at points where the gross portfolio
return is less than 0.01. The top panel shows the augmented utility, U ; the middle panel shows
the derivative of the augmented utility with respect to ω, U ′; the bottom panel shows the number
of negative gross returns on the portfolio.
The crsp value-weighted index returns are annual returns including dividends from 1926 to
2003.

Using the same data as before, figure 6 plots the augmented utility function
and its gradient for a wide range of portfolio weights, ω. Unlike in figures 2
and 3, the utility function and its gradient are continuous. The utility function
is globally concave and the gradient has a single zero. The quadratic extension
at ε = 0.01 produces a utility function that declines very rapidly towards the
discontinuties that bound the interval with the true optimum.

Figure 7 shows the augmented power utility function for the bivariate example
from figure 3. As before, the augmented function is now globally concave.

4 Conclusion

We present a simple numerical algorithm to find the optimal fixed-weight port-
folio positions for an investor with power utility, given a set of observed returns
or discrete outcomes.

Because the maximization of power utility appears to be well-behaved, generic
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Figure 7: Augmented Power Utility with Risk Aversion of 3

The figures shows level curves of the augmented power utility function for 3 assets. A quadratic
extension has been spliced to the power utility function at points where ω′R = 0.001. The power
utility function has risk aversion γ = 3. Level curves are plotted at {0.05, 0, −0.25, −0.5, −1, −10,
−100, −106, −107, −108, −109, −1010, −1012}.
The investor is given the opportunity to invest in a riskless asset with annual return of 3.9 percent
and two of the crsp decile portfolios, the 5th and 10th. (The 10th decile contains the larges
firms.) portfolio weight ω1 is for the 5th decile, ω2 is for the 10th decile. The weight on the
riskless asset is implied as 1 − ω1 − ω2. The crsp portfolio returns are annual returns including
dividends from 1926 to 2003.
The true optimum for in investor with risk aversion of 3 is marked with an x. The optimal
portfolio for this investor places 38% into the riskless asset, 34% into the 5th decile portfolio and
19% into the 10th decile portfolio.

numerical optimizations like the Newton–Raphson approach, seem appropriate
at first. Unfortunately, generic optimzation routines have to be constrained in
many cases, because they may converge at a large number of local optima. These
local optima occur outside the economically valid domain for the utility function.
Yet, the only sign of error is that at least one gross return on the portfolio was
negative. In other words, the investor went bankrupt. The utility function pre-
sumes that this will not occur but, for odd integer values of risk aversion, is
mathematically well defined regardless of how often the investor goes bankrupt.
The constraints on portfolio weights that would prevent bankruptcy are not easy
to derive or incorporate in the optimization.

Instead, we propose to make the objective function globally concave. We
achieve this by smoothly pasting a quadratic extension to the power utility func-
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tion at a wealth level just above zero. This modification leaves the objective
function unchanged in the economically interesting domain. With this simple
modification, standard Newton–Raphson searches rapidly find the unique opti-
mum.
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